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Abstract

CO2 emitted by the commercial aviation industry represents 2% of global emissions and is

expected to increase three-fold over the next 25 years. Environmental advocates propose using

carbon taxes to incentivize cleaner technologies and decreased consumption in the industry.

This paper analyzes the effect of such a tax on the US domestic commercial aviation industry.

Using historical shifts in long-run fuel prices, we study the elasticity of fuel prices on efficiency

and on consumption. We find no meaningful effect on efficiency and an elasticity of fuel prices

on consumption of between -0.07 and -0.2. Together the findings imply a $40/mT of CO2 tax

would induce a 1.3% reduction in CO2 emissions. We estimate the elasticity of long-run fuel

prices on consumption using a top-down approach that uses national accounts and a bottom-up

approach that models demand and pricing decisions at the route level. The route-level analysis

allows for welfare calculations, from which we estimate a welfare loss per abated emission

of $937/mT. Allowing for differential taxes across cities would reduce this loss to $786/mT.

Since the social cost of abated pollution is between $35/mT and $60/mT, the analysis suggests

a carbon tax is detrimental to society.

*We thank Ashley Langer and Mo Xiao for useful comments.
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1. Introduction

This paper analyzes the effect on emissions and welfare from imposing a carbon tax on the US

domestic commercial aviation industry. Emissions from the commercial aviation industry account

for 2% of global emissions and are expected to increase three- to four- fold between 2015 and 2050

(cf. International Civil Aviation Organization (2019)). Airline manufacturers, airliners, and regula-

tors are engaged in multiple projects aimed at reducing emissions (cf. Pearce (2013), International

Civil Aviation Organization (2019), Commercial Aviation Alternative Fuels Initiative (2019)). De-

spite their efforts, emissions continue to grow driven by strong demand. Environmental advocates

propose using a carbon tax as an additional instrument to abate emissions, incentivizing faster

technological adoption and disincentivizing flying [INSERT CITATION]. Although carbon taxes

are not new to commercial aviation, the EU has taxed flights between European cities since 2012

and the International Civil Aviation Organization will begin taxing international flights starting in

2020, little is known of the effects of a tax on efficiency, consumption, and welfare.

As carbon taxes act by increasing fuel prices, we study how technology adoption and consumption

have responded to long-run shifts in jet-fuel prices. The focus on long-run variation best captures

expected effects from the permanent increase in jet-fuel prices caused by a tax. To capture long-run

variation in jet-fuel prices we define three price epochs and identify elasticities from the changes

from one epoch to the next. For the first epoch, from 2002 through 2007, jet-fuel prices averaged

$2/gal and rose steadily from $1/gal to $3.50/gal. For the second and third epochs, 2010-2013 and

2014-2018, jet-fuel prices remain constant at $3.50 and $2/gal. We exclude 2008 and 2009, as

these were tumultuous years for fuel prices and aviation.

We estimate the elasticity of jet-fuel prices on efficiency by regressing various measures of effi-

ciency on jet-fuel prices using the epoch indicators as instruments. The analysis suggests tech-

nological efficiency does not increase with higher fuel prices and operational efficiency increases

only through improved load factors: more seats are filled. The findings are consistent with analysis

in Pearce (2013), who argues carbon taxes of $200/mT and of $600/mT are needed to incentivize
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early retirement of aircraft and re-engining of existing aircraft.1

The elasticity of jet-fuel prices on consumption is estimated two different ways. First we regress

nationwide consumption on jet-fuel prices using the epoch indicators as instruments. Second we

estimate a demand and supply model of air travel at the route level, simulate the effect of a fuel

cost increase on route-level consumption, and aggregate to the nation level. The two approaches

estimate an elasticity of long-run fuel prices on consumption of -0.06 and -0.21, respectively. The

estimates are small, e.g. a carbon tax of $40/mT would reduce emissions by between 1% to 2%, but

are similar to those found in the automobile industry: -0.09 and -0.31 for the short-run and long-run

elasticities of fuel costs on driven miles (cf. Havranek et al. (2012) and Langer et al. (2017)).

The route level approach to inferring the elasticity of jet-fuel prices on consumption has three ben-

efits relative to the nationwide approach: we can directly infer welfare, we can elicit and exploit

heterogeneous responses across routes, and we can identify several reasons why the elasticity is

small. Regarding welfare, the model implies a carbon tax of $40/mT results in a welfare loss of

$937 per abated metric-ton of CO2. Welfare in this setting is measured as the sum of consumer

surplus, producer surplus, and tax receipts and does not consider the social benefits from abated

emissions. Hence, the $937/mT loss should be benchmarked against the social cost of emissions,

which the EPA estimates between $35/mT and $60/mT (Environmental Protection Agency (2016)).

To exploit heterogeneity we replace the flat $40/mT tax with city specific taxes optimized to min-

imize welfare losses while reducing emissions by the same amount as the flat tax. The inferred

welfare loss under city-specific taxes is $786/mT, still substantially higher than estimates on the

social cost of carbon.

The route-level approach elicits two reasons for the small elasticity of fuel cost on consumption:

demand is inelastic to airfares, e.g. estimates of route-level elasticities are -0.9; fuel cost increases

are only partially passed on as airfare increases, e.g. a dollar increase in fuel cost translates into

an 85¢ increase in airfares. The route-level approach also elicits a third reason why a carbon tax

does not mitigate emissions significantly: consumers substitute to connecting flights when airfares

1Carbon taxes are expressed in terms of dollars per metric-ton of emitted CO2, e.g. $100/mT.
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increase, e.g. the cross-price elasticity from connecting to non-stop flights is four times larger than

that from non-stop to connecting. As passengers flying non-stop generally consume less fuel than

those flying connecting such substitution results in more emissions, not less.

A relevant extension of our supply model is that it accounts for multiple pricing models. Previous

work on airlines have suggested airfares arise as the outcome of Nash-Bertrand pricing (e.g. Berry

and Jia (2010)), collusive pricing (e.g. Ciliberto and Williams (2014)), and Cournot competition

(e.g. Reiss and Spiller (1989)). Our supply model nests all three pricing models and identifies the

one most consistent with observed prices using techniques suggested by Berry and Haile (2014).

The analysis suggests Cournot competition best represents price formation when airfares are re-

ported at the quarterly level, i.e. the researcher observes average quarterly prices. The finding is

critical in correctly assessing the elasticity of fuel cost on consumption, which is estimated [twice]

as large when we impose Nash-Bertrand pricing.

[LITERATURE REVIEW? - contrast elasticity estimates with previous work; ]

2. Nationwide analysis

Using national accounts we estimate the elasticity of long-run fuel prices on efficiency and con-

sumption in the US domestic commercial aviation industry. We then use the estimated elasticities

to infer the expected effect of a carbon tax on emissions.

2.1 A brief on the available data

Aviation data are obtained from two sources, both provided by the Bureau of Transportation Statis-

tics. The first is the Air Carrier Statistic’s (Form 41) T-100 Domestic Segment table. This table

contains monthly information on carriers’ operations at the route, carrier, and aircraft class level,

where a route is an airport-pair, a carrier is a firm with a unique flying certificate from the FAA,

e.g. American Airlines and American Eagle are two different carriers; and where an aircraft class

is a make and model, e.g. Boeing 737-300 and Boeing 737-400 are two different aircraft classes.
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The table reports total passengers flown, departures made, payload carried, total seats available for

use, total flight time, and aggregate miles flown. Of these we often reference passenger-miles and

seat-miles. Passenger-miles is the sum of all miles flown by all paying passengers and seat-miles is

the sum of miles flown by each seat that was available for a paying passenger. Passenger-miles is

commonly used in the industry to measure quantity while seat-miles is commonly used to measure

capacity.

The second source is the Air Carrier Financial Reports’ Schedule P.5.2 table. This table contains

quarterly fuel usage, in dollar value and in gallons, and aircraft usage, in days assigned for work,

by carrier and aircraft class level. We aggregate the T-100 data to the same level as the Sched-

ule P.5.2, merge the two, and aggregate across carriers and aircraft class. The resulting data has

nationwide values of passenger-miles, seat-miles, average load factors (i.e. passenger-miles/seat-

miles), passenger-miles per gallon of jet-fuel, seat-miles per gallon of jet-fuel, and fuel expense per

passenger-mile.

An effective mechanism to improve efficiency is to replace aircraft with more fuel efficient aircraft.

To measure efficiency shifts along this margin we estimate aircrafts’ typical fuel efficiency and

compute the nationwide average using as averaging weights the number of days aircraft were avail-

able for work multiplied by their average size, i.e. seats per departure. We call this measure the

‘Fleet’s rated MPG’. Aircrafts’ typical fuel efficiency is estimated as the average seats per gallon

of aircraft of the same class, cleansed from utilization differences. In particular, we compute at

the aircraft class, carrier, and quarter level several utilization variables, i.e. the per-departure aver-

age payload, flight time, travel distance, and seats, and regress seats-per-gallon on a second order

polynomial of the utilization variables. Typical fuel efficiency is thus the predicted value from this

regression at average utilization values. Regressions and average utilization values are weighted by

seat-mileage to account for how Southwest uses more 737s than JetBlue.

GDP is obtained from the Bureau of Economic Analysis, jet-fuel prices from the Energy Infor-

mation Administration’s U.S. Kerosene-Type Jet Fuel Wholesale/Resale Price series, and WTI oil

prices and future’s contracts on them from Bloomberg.
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2.2 Long-run shifts in fuel prices

As a carbon tax imposes a permanent shift in jet-fuel prices we aim to identify elasticities from

permanent shifts in past jet-fuel prices. Jet-fuel prices have varied significantly over the past 18

years, with some shifts lasting longer than others. Figure 1 shows the quarterly variation of oil

and jet-fuel prices from 2002 through 2019, in which one observes three facts. First, jet-fuel prices

and oil prices are highly correlated. Second, both fuel prices display a similar pattern: prices rise

between 2002 and 2008, fluctuate enormously in 2008 and 2009, stabilize from 2010 through 2013,

and drop and stabilize from 20014 through 2019. Third, the prices of oil futures with delivery dates

two and five years ahead of the calendar day are highly correlated with current prices and poorly

correlated with current prices of the delivery date.

Given these facts we suggest defining three price epochs, 2002-2007, 2010-2013, and 2014-2019,

excluding the events of 2008 and 2009, and identifying elasticities from changes in fuel prices

from one epoch to the next.2 This strategy focuses on the change in fuel prices from its average

value in the early years, $2/gal, to its average value in the mid-years, $3.25/gal, and to its average

value in the late years, $1.75/gal. It ignores consumers’ decisions to delay travel for a few months

until fuel prices revert to lower values and carriers decision to absorb a one-month spike in fuel

prices. It also accounts for consumers’ and suppliers’ expectations of future jet-fuel prices, as oil

prices and jet-fuel prices are highly correlated and the best predictor of future oil prices are current

oil prices when forecasts are longer than a year.3 The strategy also ignores the significant short-

lived fluctuations of the Great Recession, avoiding identifying elasticities from an outlier event. To

implement the strategy we define two epoch indicators, post 2010 and post 2014, instrument for

fuel prices with the indicators, and exclude observations pertaining to 2008 and 2009.

2[Citation on the history and cause of oil price fluctuations]
3(Hamilton citation on Handbook) shows evidence similar to that of the figure, namely, prices of future oil contracts

track current oil prices better than future oil prices.
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Figure 1: Oil prices, jet-fuel prices, and prices of oil futures contracts with delivery dates two and
five years out

2.3 Elasticity of fuel prices on fuel efficiency

Overall fuel efficiency in the industry is measured by the number of passenger-miles to fuel gallons

consumed. This efficiency can improve through various mechanisms, for example, by filling-up

more seats, by assigning fuel efficient aircraft to routes with more mileage, and by acquiring more

fuel efficient aircraft. In broad terms, these mechanism fall under increased load factors, improved

operations, and improved technology. We estimate the elasticity of fuel prices on the overall effi-

ciency in the industry and on each of these margins by regressing measures of fuel efficiency on

jet-fuel prices and instrument for jet-fuel prices with the epoch indicators. Regressions exclude ob-

servations from 2008 and 2009, use seasonally-adjusted quarterly observations, and include a time

trend to account for gradual efficiency improvements not related to fuel costs.4 Our regressions are

4Analysis with non-seasonally adjusted quarterly observations or with yearly observations result in similar findings
as those reported here.
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of the form:

ln [efficiencyt ] = α0 +α1 · t +α2 · ln [Jet Fuel Pricet ]+ εt (1)

The three measures of fuel efficiency studied are passenger-miles per gallon, seat-miles per gallon,

and the ‘Fleet’s rated MPG’. The first captures overall fuel efficiency. The second captures fuel

efficiency improvements from operations and technology, but not from improved load factors. The

third captures fuel efficiency improvements solely from aircraft renewal, a form of technological

efficiency. Seasonally adjusted quarterly values for all three measures are displayed in Figure 2.

Over the past 16 years, passenger-miles per gallon increased from 40mpg in 2002 to 57mpg in

2018, an average rate of 2.2% per year. In contrast, seat-miles per gallon increased from 57mpg

to 68mpg, a yearly rate of 1.1%. The faster growth in passenger-miles per gallon is from more

seats being filled: load factors increased from 70% to 84%. As load factors are currently high,

it is unlikely that carriers can continue to increase fuel efficiency by filling-up seats even more.

Going forward, we should expect most fuel efficiency gains to arise from improved operations and

technology.

Fuel efficiency from fleet renewal, ‘Fleet’s rated MPG’, increased from 63mpg to 71mpg between

2002 and 2018, a 0.7% yearly gain. This is smaller than ICAO projection for technological im-

provements on international flights: 0.98%. Gains in operational efficiency, however, are similar

to ICAO’s projections: measuring operational efficiency gains as the difference in growth rates

between between seat-mile per gallon and ‘Fleet’s rated MPG’, gains in the US are 0.4% per year

while those for international travel are 0.39% per year.5

Table 1 displays regression estimates of eq. 1. As all variables are in logs with the exception

of the time trend, estimates are to be interpreted as elasticities. The first three columns show

estimates from regressions that have passenger-miles per gallon as the dependent variable. The

first regression includes a time trend. The second regression additionally controls for economies of

scale using seat-miles as the measure of scale and GDP as the instrument for it. The third regression

5[Insert citation to ICAO report]
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Figure 2: Industry fuel efficiency and jet-fuel prices over time; seasonally adjusted quarterly obser-
vations

additionally includes load factor as a control for how full airplanes fly. The elasticity estimates of

jet-fuel prices on fuel-efficiency for each of these regressions are 0.03, 0.06, and 0.01. These are

very small effects and caused almost exclusively by increased load factors. For example, the time

trend estimate suggests fuel efficiency improves 0.2% per year regardless of load factors and scale.

The last four columns of of Table 1 display regression estimates for models with seat-miles per

gallon or ‘Fleet’s rated MPG’ as the dependent variable. All estimates suggest either no effect

of jet-fuel prices on fuel efficiency or a negative effect: as jet-fuel prices drop, fuel efficiency in-

creases. This negative correlation is mostly due to the drop in fuel prices in recent years concurrent

with American Airlines’ and Southwest’s fleets’ renewal. American Airlines replaced a signifi-

cant portion of it’s MD-80 aircraft with 737 aircraft after emerging from bankruptcy in 2014 and

Southwest replaced AirTran’s 717 fleet with 737 aircraft in 2014 after acquiring AirTran a few

years prior. The examples show fleet renewal occurs for reasons other than jet-fuel prices, in these

examples bankruptcy emergence and the need for a homogeneous fleet. Although it is likely carri-
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Table 1: Elasticity of jet fuel prices on aviation fuel efficiency - IV regressions

Passenger-miles per gal Seat-miles per gal Fleet’s rated MPG
Kerosene spot price 0.026* 0.061* 0.011 -0.018* -0.001 -0.020* -0.012*

($/gal - logged) (0.010) (0.011) (0.010) (0.006) (0.006) (0.004) (0.005)
Time 0.005* 0.005* 0.002* 0.003* 0.002* 0.002* 0.002*

(years) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
Scale (ASM) 0.182* 0.131* 0.109 0.077

(seat-miles - logged) (0.053) (0.035) (0.030) (0.022)
Load factor (%) 0.014*

(percent - logged) (0.002)

# of obs 56 56 56 56 56 56 56
Adj R-sq 0.964 0.968 0.985 0.938 0.951 0.957 0.966
1st stage F-stat 42.3 41.5 40.3 42.9 41.5 42.9 41.5

Notes: Standard errors in parenthesis. (*) Statistically significant at a 5% confidence level. Quarterly observations from
2003 through 2018, excluding 2008 and 2009. All variables are in logs and seasonally adjusted with the exception of
the time trend. Fuel prices are instrumented with post 2008 and post 2014 indicators and ‘Scale’ is instrumented with
seasonally adjusted real GDP.

ers respond to exorbitant increases in fuel prices by upgrading fleets, the regressions suggest that

within the observed price variation, shifting from $1.75/gal to $3.25/gal, there is no such response.

2.4 Elasticity of fuel prices on consumption

Next we estimate the elasticity of long-run fuel prices on consumption. As with fuel efficiency,

we regress several measures of consumption on jet-fuel prices and instrument for jet-fuel prices

with the epoch indicators. Regressions exclude observations from 2008 and 2009, use seasonally-

adjusted quarterly observations, and include a time trend to account for gradual efficiency improve-

ments not related to fuel costs.6 The regression model is:

ln [consumptiont ] = α0 +α1 · t +α2 · ln [Jet Fuel Pricet ]+α3 · ln [GDPt ]+ εt (2)

We define three measures of aggregate consumption, passenger-miles, seat-miles and fuel con-

sumed and plot them in Figure 3. Passenger-miles grow rapidly from 2002 through 2007, dip in

6Analysis with non-seasonally adjusted quarterly observations or with yearly observations result in similar findings
as those reported here.
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2008, grow slowly from 2009 through 2014, and grow rapidly from 2015 through 2019. Seat-miles,

in contrast, stagnate after 2004, dip with the Great Recession and grow slower than passenger-

miles through 2014, and grow similar to passenger-miles from 2015 onward. Fuel follows a similar

pattern as seat-miles, albeit with a downward trend throughout as the industry’s fuel efficiency

improves gradually overtime.

Each measure of consumption captures a different margin on which the industry responds to fuel

prices. Passenger-miles captures quantity, seat-miles captures capacity, and fuel captures the capac-

ity margin inclusive of fuel efficiency enhancements. The key difference between passenger-miles

and seat-miles is the industry’s propensity and ability to fill-up airplanes. During most of the sample

period, load factors were low and able to rise. The elasticities of jet-fuel prices on passenger-miles

and on seat-miles are therefore estimated under the premise that load-factors can increase. If indeed

we assume load factors can continue to rise, an unlikely scenario, we should consider the elasticity

of fuel prices on seat-miles in assessing the effect a carbon tax on future fuel consumption. If we as-

sume load factors cannot continue to rise, than neither estimated elasticity, that on passenger-miles

nor that on seat-miles, is informative of the effect of a carbon tax on future fuel consumption.

The estimated elasticity on passenger-miles captures how quantity responds when capacity is slack.

In such setting, an increase in fuel costs is absorbed partially by reducing capacity and partially by

reducing sales. In a setting without excess capacity the cost increase is absorbed fully by reduced

sales: the elasticity of fuel costs on passenger-miles is larger when capacity is tight than when it is

slack. Similarly, the estimated elasticity on seat-miles captures how capacity adjusts to increased

fuel costs when capacity is slack. In this setting the industry has two margins with which to absorb

an increase in fuel costs, excess capacity and sales, and we expect the industry adjusts on the more

willing margin. In a setting without excess capacity the industry absorbs the cost increase solely by

adjusting sales. We therefore expect a lesser response on total capacity, excess capacity plus sales,

when capacity is tight than when it is slack. Hence, if we assume load factors cannot continue to

rise, we should expect the industry’s response to a carbon tax to be a value in-between the estimated

elasticities of jet-fuel prices on passenger-miles and on seat-miles.



11

Figure 3: Industry consumption over time; seasonally adjusted quarterly observations

Equation 2 includes GDP as a control variable. The inclusion of GDP alleviates concerns that

demand for air travel varies concurrently with energy prices due to economic cycles. For example,

an increase in income leads to higher spending on air travel and on other goods. The higher demand

for the other goods drives oil prices up, in turn increasing jet-fuel prices. GDP accounts for the

demand for the other goods, mitigating such concerns.

To further mitigate endogeneity concerns we build an alternative fuel cost measure, fuel expenditure

per seat-mile, and instrument for it with the ‘Fleet’s rated MPG’. Fuel expenditure per seat-mile

is the sum of all carriers’ fuel expenses, inclusive of hedging contracts, divided by the sum of

their seat-miles. It is correlated with ‘Fleet’s rated MPG’ because of how improved fuel efficiency

reduces fuel needs. The instrument is uncorrelated with aviation demand as fleet renewal projects

arise from major supply shocks; e.g. American’s emergence from bankruptcy. The one drawback

from the instrument is that it no longer captures long-run shifts as fleet renewal happens gradually

and constantly in the industry. Estimated elasticities when using these variables are, therefore,
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short-run elasticities.

Table 2 displays regression results. The estimated elasticity of long-run fuel prices on passen-

ger miles is -0.006, not statistically significant, and similarly small under alternative identification

strategies. The estimated elasticity on seat-miles, in contrast, is -0.07 and statistically significant.

The elasticity is robust to alternative identification strategies, where as an estimate of -0.07 is ob-

tained when using fuel expenditure per seat mile as the measure of fuel cost and the epoch indicators

as instruments. The estimate when using fleet renewal as instrument is slightly higher, -0.12, and

consistent with the shorter-term nature of the identification strategy: consumers are more prone

to delay travel in response to high airfares than to cancel it. Estimates of the elasticity on fuel

consumption are almost identical to those of the elasticity on seat-miles. This confirms that the

industry does not improve fuel efficiency in the face of higher fuel prices.

An elasticity estimate of -0.07 is similar to that found in the automobile sector, in which the short-

run elasticity of cars’ driven miles on gasoline prices, that which arises from driving less and not

from upgrading one’s vehicle, is -0.09. 7 It is much smaller than expected from perfectly compet-

itive markets, -0.32, obtained as the price elasticity of travelers, -0.8,8 multiplied by the fraction

of variable costs that are fuel expenses, 40%.9 The difference between the estimated elasticity and

the expected elasticity under perfect competition highlights how our approach elicits the industry’s

response to higher fuel prices inclusive of all mechanisms: e.g. partial passthrough, consumer sub-

stitution patterns, assignment of aircraft to routes, carriers’ entry and exit of routes, etc. In the next

section we parcel out some of these mechanisms, holding others constant.

What do these elasticities imply for a carbon tax? Table 3 shows the implied percentage reduction

in CO2 emissions for two carbon tax values, $40/mT and $100/mT. Under the $40/mT tax, which

is approximately the social cost of carbon reported by the EPA,10 CO2 emissions would drop by

7See Havranek et al. (2012) for a meta-study of elasticity estimates in the automobile industry and Langer et al.
(2017) for an analyses using recent data.

8[Insert citation to IATA’s 2007 report]
9Calculated according to values reported in Schedule P.5.2 of the Bureau’s Transportation Statistics’ Form-41,

having defined total operating expenses as variable costs.
10[Insert citation to EPA fact sheet]
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Table 3: Estimated effect of a carbon tax on emissions of US domestic commercial aviation
Carbon tax ($/mT) $ 0 $ 40 $ 100
Abated CO2 (%) 0 1.29 3.22
Abated CO2 (mT/yr; millions) 0 1.52 3.83
Jet fuel price ($/gal) 2.10 2.48 3.05

Notes: Estimates based on 2018 fuel prices and fuel consumption, on an estimated elasticity of fuel cost on seat-miles
of -0.07, and assuming this elasticity is constant in fuel prices over the displayed price range.

1.3%, or, equivalently, 1.5 million metric tons of CO2. This is a small gain considering fuel prices

would rise 18%. Even at the larger tax of $100/mT, emissions would be reduced by a merely 3.2%

although fuel prices would rise by almost 50%. Finally, note the surge in fuel prices driven by

these suggested carbon taxes are not unprecedented: a tax of $40/mT would raise fuel prices from

$2.00/gal to $2.36/gal, a small increase considering fuel prices have been above $3/gal in five of

the past ten years. In summary, the estimates suggest that a carbon tax may not be an effective

mechanism at reducing emissions in the aviation industry due to the limited response the industry

shows to fluctuating fuel prices.

3. A route-level model

The nationwide analysis has many advantages, most notably it estimates the effects inclusive of

all mechanisms. It has two large drawbacks, however: it does not address welfare effects and

masks much heterogeneity prevalent in the industry: e.g. some routes are served by a single car-

rier while others are served by many. A targeted tax implementation that uses this heterogeneity

advantageously by, for example, increasing fuel taxes most on routes with the largest responsive-

ness to the tax, may decrease the negative welfare effects from taxation. In this section we uses

microeconomic models of consumer choice and firm pricing, both at the route level, to elicit the

aforementioned heterogeneity. We then use these models to implement one such targeted tax plan.

Before discussing methods, however, we briefly describe the available data.
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3.1 A brief on the available data

The analysis merges together three different data sources provided by the Bureau of Transportation

Statistics: the Schedule P.5.2 and the T-100 Domestic Segment tables discussed earlier, and the

Airline Origin and Destination Survey (DB1B database). This last data source is a 10% survey

of all domestic tickets sold, from which we obtain price and sales data at the route level. The

DB1B differs from the T-100 table in that it reports to where a person wanted to fly, inclusive of all

intermediate stops made. Thus, the DB1B best conforms to our notion of an economic market: a

city pair between which customers travel for reasons other than trans-boarding to other flights. For

the remainder of this article we refer to such city pairs as routes and note that we model them as

non-directional, i.e. trips from Cleveland to Denver are considered the same as trips from Denver

to Cleveland.11 In accordance, we separate round-trip tickets into two one-way tickets and multi-

city tickets into various one-way tickets, pro-rating ticket prices according to travel distance. We

aggregate the ticket data to the route-carrier-quarter level, retaining information on total passengers

flown and the distribution of prices paid, deflated to 2018 dollars. It is at this level of aggregation

at which the analysis is done, where a unit of observation is a route-carrier-quarter triplet. For

example, one such observation would be American Airlines’ service between Cleveland and Denver

for the fourth quarter of 2010.

We append the price and sales data with cost and operating values obtained from the merged T-100

and Schedule P.5.2 tables. Specifically, recall Schedule P.5.2 reports quarterly operating costs, by

carrier and aircraft class. We aggregate operating costs into two groups, fuel expenses and non-fuel

expenses (e.g. personnel, maintenance, interchange fees, etc.), and divide them by flight time to

obtain costs per hour of flight. These hourly costs are then merged onto the T-100 table, which con-

tains operational data at the monthly level, by airport-pair, carrier, and aircraft class.12 The hourly

11The literature varies in how airline markets are defined. For example, Gimeno and Woo (1999) and Berry et al.
(2006) also define markets at the city-pair level, while Ciliberto and Williams (2014) and Berry and Jia (2010) define
them at the airport level. Similarly, Ciliberto and Williams (2014) and Gimeno and Woo (1999) define markets as
non-directional while Berry et al. (2006) and Berry and Jia (2010) define them as directional.

12The merger between Schedule P.5.2 and T-100 is done at the quarter-carrier-aircraft class level, as this is the finest
level of disaggregation reported in Schedule P.5.2.
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costs are then multiplied by travel time and divided by passenger count to obtain per-passenger

expense values. Other operating variables retained from the T-100 table include travel distance,

average load factor (i.e. passengers / seats), and average aircraft size (i.e. seats / departures). The

data are aggregated across months and across aircraft classes to obtain quarterly average values for

each airport pair and carrier13, which we merge onto the DB1B dataset.

To merge the T-100/Schedule P.5.2 data onto the main dataset, we first obtain from the DB1B the

modal flight structure with which a carrier serves a route. Specifically, note that ticket information

in the DB1B includes departing and arriving airports for each segment of the trip as well as the name

of the carrier operating the flight. The unique combination of airports and operating carriers defines

a flight structure, for which we record the modal one. For example, in fall of 2018, American

Airlines’ customers flying between Cleveland and Denver had three distinct flight options: (a)

fly American Eagle from Cleveland-Hopkins to O’Hare followed by AA from O’Hare to Denver

International, (b) fly Sky West from Cleveland-Hopkins to O’Hare and AA from O’Hare to Denver

International, or (c) fly AA from Cleveland-Hopkins to Dallas-Fort Worth and AA from Dallas-Fort

Worth to Denver International. The first option, being the most commonly used, is defined as the

modal flight structure. Operating values from the T-100/Schedule P.5.2 data are then matched to the

DB1B data based on this modal flight structure, whereas, for example, American Eagle’s operating

values between Cleveland-Hopkins and O’Hare and AA’s operating values between O’Hare and

Denver International are assigned to American Airlines’ 2018Q3 service on Cleveland-Denver. For

entries whose modal flight structure involves two flights, as in this past example, we consolidate

across the two flight structures by adding the operating expenses, travel distances, and travel times,

and by averaging load factors, number of departures, and average aircraft sizes. Entries whose

modal flight structure involves a single flight, as is American Airlines’ service between Cleveland

and Chicago, need no such consolidation.14

13The resulting data has missing or inconsistent cost measures for a small set of observations representing 4% of all
revenue passenger-miles. For these observations, we impute cost values by multiplying flight distance by the average
cost-per-mile of similar observations. We use k-means clustering to determine observations to be similar, where, for
each quarter, we group observations into 27 distinct groups based on aircraft size, flight distance, and payload.

14For the routes that will be used in the analyses, the match between the DB1B and the T100/P.5.2 is almost perfect,
accounting for 98.7% of all revenue passenger miles. The DB1B observations that did not find a match in the T100
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In addition to the above variables, we also generate several variables at the airport level: market

shares, number of non-stop destinations,15 and the fraction of carriers enplanements relative to that

carrier’s nationwide enplanements. The first proxies for market power exerted on airport authorities

(c.f. Borenstein (1989)), the second for customers’ ability to change flight plans last minute, and

the third for the amenities carriers have at airports, e.g. business lounge (c.f Berry et al. (2006)).

We match this airport level data to the route level data discussed in the previous paragraphs, where

we use modal flight structures to identify the airport most relevant to the carrier’s service on the

route; e.g. American’s market share at O’Hare is matched to American’s service out of Chicago

while Southwest’s market share at Midway is matched to Southwest’s service out of Chicago. As

routes a unidirectional, we consolidate values from the route’s two endpoints into a single number

by averaging the two endpoints’ values.

We also obtain population counts, income per cápita, GDP, and GDP of the leisure sector (NAICS

71) from the Bureau of Economic Analysis’ regional accounts. We match BEA data with the

aviation data by identifying the MSA that is closest to the largest airport of each city given in the

aviation data. As with the airport-level data, we consolidate the macroeconomic data across the

two endpoint cities by averaging them. For this macroeconomic data, we use geometric averaging

as is common in the literature.

In summary, an observation in our finalized data set is a quarter-carrier-route triplet, and each obser-

vation includes information on total passenger count, the distribution of prices paid, average costs

per passenger, variables on carriers’ operations on the route and at endpoint cities, and macroeco-

nomic indicators for the endpoint cities. We limit the analyses to the 500 most travelled routes,

based on 2018 passenger volume, and to all quarters from 2003 through 2018 excluding 2008 and

2009.16 We additionally exclude carriers who never have flown more than two million passengers

in a year, e.g. USA 3000 Airlines, and carriers we do not consider to be active on a route, i.e. those

data are removed, as cost information is critical to the empirical strategy that follows.
15A carrier is considered to have regular, non-stop, service between two airports if the quarterly passenger volume

between those two airports, as reported in T-100 table, is greater than 100 daily passengers.
16Due to the unavailability of macroeconomic data, we exclude 14 of the largest 500 routes from the analysis: 7

routes to/from San Juan, PR and 7 routes to/from the Hawaiian cities of Kona, Lihue, and Hilo.
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Table 4: Summary statistics on key variables pertaining the US airline industry

Variable Units Mean Std Dev Min Max

Values at the route-carrier-quarter level
(157k observations)

Market share (internal) % 19.1 20.9 0.06 100
Market share (external) % 10.5 11.8 0.03 80
Price (avg) $/ps 208 62.5 50.1 768
Operating cost $/ps 121 58.6 8.21 666
Fuel cost $/ps 55 34.3 0 436

Values at the route-quarter level
(31k observations)

Passengers ‘000 152 179 3.01 2,758
Carriers # 5.05 1.97 1 14
Non-stop carriers # 2.72 1.44 0 11
Low-cost carriers # 1.68 0.99 0 7

Notes: All currency denominated in real 2018 USD. Market share (internal) refers to sales of the carrier with respect
to sales of all carriers; market share (external) to carrier’s sales relative to market potential. See text for details.

that fly less than a thousand passengers a quarter on such route. In focusing on the largest routes and

excluding small players, the analysis accounts for 66% of all passenger volume but only 5% of all

observations, therefore removing potential noise from a long set of small routes and small carriers.

To provide context for these restrictions, note the 500th most travelled route in 2018 is Nashville

to Charlotte, comprising 236,000 travelers –roughly 2% of the passengers on San Francisco to Los

Angeles, the most travelled route.

Table 4 provides a summary of key variables. The average price paid is $208 and the average oper-

ating cost is $121, indicative of 42% operating margins. These are indeed high operating margins

for an industry that is considered highly competitive. Internal market shares, those calculated using

all firms’ sales as total market size, average 19% and vary widely from near 0 to 100%. Accord-

ingly, the average number of carriers on a route is 5.1, but varies from 1 to 14. Of these 5.1 carriers,

2.7 have a non-stop flight as their modal flight structure and 1.7 are considered a low-cost carrier:

Southwest, JetBlue, Spirit, AirTran, Frontier, America West, Virgin, ATA, Aloha, Republic, Al-

legiant, or Independence Air. Thus it appears if the routes are competed by a mixture of legacy
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and low-cost carriers and by a mixture of non-stop and connecting service. With such a variety

of options we would expect routes to indeed be competitive and not supportive of 42% operating

margins. Clearly these averages are masking significant heterogeneity, in which some routes are

highly competitive and others are minimally competitive.17 It is this heterogeneity which we look

to elicit and utilize in developing an optimal carbon tax plan.

The demand analysis that follows requires understanding total market potential. As with previous

work, we define the market potential to be the geometric average of population counts at the route’s

endpoint cities. In addition, we make adjustments by multiplying routes’ population count by a

factor that is constant over time but varies across routes. These factors are calculated such that total

sales on the route are 80% of the route’s market potential for one of the 64 quarters studied, and

less than such for the other quarters. One should consider this factor as an adjustment to the unit

of measurement, e.g millions of people instead of thousands of people, that guarantees shares are

below one. In the analysis below we include route fixed effects to control for how the factors vary

from route to route even though they are time invariant.

3.2 A model of demand

Following Berry et al. (1995), demand is given as the aggregation of many consumers’ discrete

choice between available options, with one such available option being the ‘no-purchase’ option.

In particular, let m index an economic market, i.e. a route-quarter pair and let r index a consumer

in market m. In addition, we specify the set, and with slight abuse of notation, the number, of active

carriers in market m with Cm, and index one such carrier with c. Thus, consumer r in market m can

choose to fly with carrier c and, in doing so, obtains utility

umcr = δmc +µmcr + εmcr ; δmc = xD1
mcβ + pmcα +ξmc ; µmcr = xD2

mcβmr + pmcαmr (3)

17Indeed, the median Herfindahl index (HHI) is 3.7k and the 25th and 75th percentile values are 2.8k and 5k,
respectively. In a setting where all firms had equal shares, the HHI in markets with 2, 3, and 4 competitors would be,
respectively, 5k, 3.3k, and 2.5k.
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where pmc captures the average price charged by carrier c and xD1
mc and xD2

mc are sets of observed

demand shifters of length L1 and L2, respectively. In what follows we denote with pm, i.e. without

a carrier subscript, the vector of all carriers’ prices: pm ≡ (pm1, . . . , pmCm). Similar notation is also

used for δm, µmr, ξm, and other variables that can be grouped across carriers.

When choosing not to fly, i.e. the ‘no-purchase’ option, consumer r receives utility um0r = εm0r.

The idiosyncratic consumer taste shocks, {εmcr}Cm
c=0, are assumed to be iid across products, con-

sumers, and markets, and are distributed according to a Type 1 Extreme Value distribution with

scale parameter equal to one. Therefore, consumers’ utility for a specific product is composed of

three parts, a mean utility common to all consumers, δmc, a random utility that is correlated across

products, µmcr, and a random utility that is uncorrelated across products, εmcr. The mean utility

contains an additive unobserved shock, ξmc, which will become the basis on which we form esti-

mating moments. In addition, the correlated random utility, µmcr, is formed by interacting observed

product characteristics with consumer specific tastes, αmr and βmr, that are distributed according to

the parameterized CDF F (αmr,βmr|θ).

Consumers choose the product that gives them highest utility. Given the assumptions on the id-

iosyncratic shocks, carriers’ market shares can be expressed as a function of mean utilities and

parameters θ with the following equation:

σmc(δm|θ) =
∫

σ̃mc(δm,αmr,βmr) ·dF (αmr,βmr|θ) (4)

σ̃mc(δm,αmr,βmr)≡exp
[
δmc + xD2

mcβmr + pmcαmr
]
/

(
1+

Cm

∑
l=1

exp
[
δml + xD2

ml βmr + pmlαmr

])

The above equation provides a model by which market shares arise as a function of demand prim-

itives. We equate the model shares, σm, to observed shares, denoted sm, and invert the equation to

obtain mean utilities as a function of observed shares and parameters θ .18 Denote with σ−1
m (sm|θ)

18The inversion exists whenever F(θ) has positive density on the full support of θ , as does the Normal distribution.
More specifically, Berry et al. (2013) show the inversion exists whenever ∂σmc

∂δml
< 0 for c 6= l (cf. Lemma 1 and Theorem

1 therein). Given eq. 4, this derivative can be computed directly, i.e. ∂σc
∂δl

=
∫
−σ̃cσ̃ldF , and results in a negative value

as both σ̃l and dF(θ) are strictly positive for all θ .
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such inverse, and note how unobserved mean utility shocks, ξm, can be expressed as a function of

these inverse values and observed characteristics:

ξmc = σ
−1
mc (sm|θ)− pmcα− xD1

mcβ ∀c ∈Cm (5)

This equation provides the basis for estimating demand parameters through GMM. Before detailing

the GMM procedure, however, we introduce the supply model.

3.3 Models of supply

There is no strong consensus on which supply model best represents the airline industry.19 In this

paper we contrast three different supply models, all of which have been used previously in the liter-

ature: the differentiated product Bertrand, the differentiated product Cournot, and the differentiated

product Bertrand with tacit collusion based on multi-market contact. Henceforth, we simply label

them Bertrand, Cournot, and MMC Bertrand. All three models assume carriers play a simultaneous

move game of complete information in which they choose either prices, in the Bertrand models,

or quantities, in the Cournot model, and markets clear accordingly. Payoffs are simply the profits

from sales under constant variable costs, with sales determined by the demand system previously

described. For the MMC Bertrand model, carriers’ payoffs include a fraction of rivals’ profits, with

such fraction dependent on the degree of overlap in the national market.

For each of the above models an estimating equation is obtained using carriers’ first-order optimal-

ity conditions from their respective optimization programs. In what follows we derive this equation

for each model and show how all three equations can be nested into a single overarching estimating

equation. We then briefly discuss identification of the supply models.

19Recent articles presume various models of Nash-Bertrand pricing (e.g. Berry and Jia (2010) and Peters (2006) for
pure Nash-Bertrand pricing, Ciliberto and Williams (2014) for partially collusive pricing), while older work had also
considered Cournot competition (e.g. Reiss and Spiller (1989) and Hendricks et al. (1997)).
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3.3.1 Bertrand

The previous section describes a demand system, σm, that maps model primitives to shares, with

carriers’ prices as one such primitive. To make that dependency explicit and avoid confusion with

the estimation values, let ϑm(pm) denote the demand system as a function of prices and note how

it relates to the demand model parameters:

ϑmc (pm|α,β ,θ ,ξm) =
∫

ϑ̃mc (pm|α,β ,αmr,βmr,ξm)dF(θ) (6)

ϑ̃mc (pm|α,β ,αmr,βmr,ξm) =
exp
[
xD1

mcβ + pmc(α +αmr)+ξmc + xD2
mcβmr

]
1+∑

Cm
l=1 exp

[
xD1

ml β + pml(α +αmr)+ξml + xD2
ml βmr

]

Sales are the result of multiplying shares by the size of the market, denoted ϒm (a scalar). With this

demand model we can posit carrier c’s profits as

πmc = ϒm ·ϑmc(pm) · (pmc−νmc) (7)

where νmc is a constant variable cost per unit of sale. Assume carriers simultaneously choose prices

to maximize profits and that an equilibrium in pure strategies exists for this game,20 then equilib-

rium prices can be characterized by the vector of each carrier’s first-order optimality condition:

0 = ϑmc(pm)+
∂

∂ pmc
ϑmc(pm) · (pmc−νmc) ∀c ∈Cm (8)

In contrasting supply models it is convenient to express the optimality conditions in a single vector

equation. To do so, we introduce two objects: the Jacobian of the demand system, Dm(pm), and an

ownership matrix Om. The Jacobian is a Cm-by-Cm matrix of each carrier’s demand’s partial deriva-

tive with respect to other carriers’ prices. The ownership matrix is a Cm-by-Cm matrix specifying

how much, on a scale of zero to one, does the row carrier internalize the column carrier’s profits:

20Caplin and Nalebuff (1991) show an equlibrium exists in these games under mild restrictions on F(θ), namely
that the density function be log-concave.
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the identity matrix under Nash-Bertrand but a more complex matrix under MMC Bertrand.

Let ‘◦’ represent the Hadamard matrix operator, i.e. the element-wise multiplication, and note eq.

8 can be re-expressed in vector form as:

0 = ϑm(pm)+(Om ◦Dm(pm)) · (pm−νm) (9)

If we project marginal costs on a set of observed covariates and a random shock, i.e. νmc = xS
mcγ +

εmc, and substitute this projection into eq. 9, we can express the random shock as a function of

model parameters and primitives (in vector notation):

εm =−xS
mγ + pm +(Om ◦Dm(pm))

−1
ϑm(pm) (10)

This is the estimating supply equation commonly derived in the literature21 that we will nest in a

broader supply model. Before doing so, we briefly turn to the other two supply models.

3.3.2 Cournot

The Cournot model is characterized by each carrier choosing how much to sell and letting prices

adjust to clear the market. To ease notation, we model carriers as choosing market share instead of

sales, highlighting the latter results from multiplying the former by market size. A key advantage

of modeling shares instead of sales is that the demand system can be inverted to express prices as a

function of shares: ϑ−1
m (sm) = pm and firms’ profits can be expressed in these terms:

πmc = ϒmsmc ·
(
ϑ
−1
mc (sm)−νmc

)
(11)

21C.f. Berry and Haile (2015) for a survey of research articles using this model
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Assume carriers simultaneously choose shares to maximize profits and that an equilibrium in pure

strategies exists to this game. Then, carriers’ optimality conditions characterize the equilibrium:

(
ϑ
−1
mc (sm)−νmc

)
+ sm ·

∂

∂ smc
ϑ
−1
mc (sm) = 0 ∀c ∈Cm (12)

As with the Bertrand model, we express the above equation in vector form. To do so, let Tm be

the Jacobian of inverse demand with respect to quantities and note how the above equations can

be written in vector notation as
(
ϑ−1

m −νm
)
+(Om ◦Tm) · sm = 0. To obtain an estimating equa-

tion, substitute marginal costs with its projection and note that, by the inverse function theorem,

Tm(sm) = D−1
m (pm) whenever pm = ϑ−1

m (sm). Thus, solving for the random shock from the cost

projection, carriers’ optimality conditions imply:

εm =−xS
mγ + pm +

(
Om ◦D−1

m (pm)
)
·ϑm(pm) (13)

This equation is similar to eq. 10, differing solely in that the matrix inverse precedes the Hadamard

multiplication instead of following it. If the ownership matrix is a matrix of all ones, i.e. the identity

matrix under Hadamard multiplication, then the two equations coincide –when all firms coordinate

to act as a multi-product monopolist.

3.3.3 MMC Bertrand

In this model carriers choose prices to maximize profits but care about rivals’ profits in addition to

their own. Let λcl express, in a zero to one range, how much carrier c cares about carrier l’s profits,

with λcc = 1. A carrier’s profit function and optimality conditions are therefore

πmc(pmc) =ϒm · ∑
l∈Cm

λclϑml(pm) · (pml−νml) ∀c ∈Cm (14)

0 =ϑmc(pm)+ ∑
l∈Cm

λcl
∂

∂ pmc
ϑml(pm) · (pml−νml) ∀c ∈Cm (15)
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To express this equation in vector form, let Õm be the ownership matrix under the MMC Bertrand

model:

Õm =



1 λ12 · · · λ1Cm

λ21 1
... . . .

λCm1 1


(16)

And the optimality conditions are simply 0 = ϑm +
(
Õm ◦Dm

)
· (pm−νm) such that the estimating

equation is

εm =−xS
mγ + pm +

(
Õm ◦Dm(pm)

)−1 ·ϑm(pm) (17)

which is identical to eq. 10, differing solely in the ownership matrices.

Lastly, as in Ciliberto and Williams (2014), we construct the internalization parameters λcl as the

fraction of carrier c’s nationwide passengers flying on routes also served by carrier l.

3.3.4 Nesting the supply models

All three supply models are similar, differing solely on the mark-up terms. Thus, we can nest the

three into a single supply equation, assigning a conduct parameter to each mark-up term:

εm =−xS
mγ + pm−ηBhB

m−ηChC
m−ηMBhMB

m (18)

hB
m ≡ −(Om ◦Dm)

−1 ·ϑm ; hC
m ≡ −

(
Om ◦D−1

m
)
·ϑm ; hMB

m ≡−
(
Õm ◦Dm

)−1 ·ϑm

Once the conduct parameters are estimated we can test whether a specific model explains the

data patterns. For example, we can test for the Bertrand model by testing HO: (ηB,ηC,ηJ) =

(1,0,0). The supply equation is flexible enough to also test the perfect competition model, H0:

(ηB,ηC,ηMB) = (0,0,0). It should also be obvious that alternative supply models could also be

added and tested, such as a MMC Cournot, i.e. hMC
m ≡

(
Õm ◦D−1

m
)
·ϑm, and the joint monopoly,

i.e. hM
m ≡ D−1

m ·ϑm.
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3.4 Identification and Corts’ critique

We have yet to show the demand and supply models are identified. The demand model presents

three identification challenges: airfares are likely correlated with unobserved mean utilities, elas-

ticities ought to be identified form long-run shifts in airfares and not transient shifts, and we need

to identify the parameters governing the random coefficients. To address the first two challenges

we use a similar strategy as in the macro-analyses: we project airfares on the post-2008 indicator

and the post-2014 indicator, as well as all other exogenous demand shifters, and instrument for ob-

served airfares with projected airfares. As fuel costs affect airfares, and the epoch indicators capture

long-run shifts in fuel prices, so too do projected airfares capture long-run shifts in airfares. More-

over, projected airfares are uncorrelated with unobserved demand shifts unless these unobserved

shifts vary jointly with the epoch indicators, an unlikely event given we include macroeconomic

indicators (e.g. GDP) as controls.

To identify parameters governing random coefficients, we include as instruments the sum of prod-

ucts’ characteristics on the route,22 the sum of the interactions of products’ characteristics on the

route, and, in following with Gandhi and Houde (2017), the differences in carriers’ products’ char-

acteristics (e.g the percent of non-stop offerings on a given route). It is variation across markets in

these differences that identify how, for example, those flying non-stop are more likely to substitute

to another non-stop flight than to a connecting flight as prices increase.

The supply model presents two identification challenges: identifying the effect of long-run shifts

in fuel prices on marginal costs and identifying the conduct parameters. To address the former, we

instrument for fuel expenses with the post-2008 and post-2014 indicators, inline with arguments

described previously. For the latter, we follow suggestions by Berry and Haile (2015) and build

instruments for each models’ mark-ups based on rivals’ cost shifts and rotations of the demand

function. Specifically, let wmc be the per-person operating expenses for carrier c in market m,

and wm the vector of these expenses across all firms. Recall Bertrand mark-ups in market m are

22To avoid endogeneity issues, we replace observed prices with the projected prices used to instrument for prices
themselves; e.g. we use the sum of all carriers’ projected prices in place of the sum of all carriers’ observed prices.
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given as hB
m(p) = −(Om ◦Dm (p))−1 ·ϑm (p). We instrument for hB

m(p) with hB
m(p̂(wm)), where

p̂(wm) is the predicted prices from a projection of prices on the operating expenses. Similarly for

the other mark-up terms, we compute instruments hC
m(p̂(wm)) and hJ

m(p̂(wm)) for the endogenous

terms hC
m(p) and hJ

m(p). Use of the predicted price, instead of the operating expenses themselves,

scales the expense variation into appropriate ‘price’ units. Use of a cost shifter, instead of observed

prices, guarantees the instruments not be correlated with unobserved cost shifters, ε , as are prices.

The functional forms, e.g. hB
m(·), improve the power of the operating expenses as an instrument by

scaling it in the appropriate way, allowing it to rotate the demand curve in addition to shift prices

and sales, i.e. both demand slopes, D(·), and sales, ϑ(·), will vary with w.

Intuitively, if demand is not linear such that D(·) varies with price, then shifting rivals’ costs should

shift D(·). If demand is linear but varies across markets, then D(·) will vary across routes even

if rivals’ costs do not change. In both cases the demand curve is rotated across observations.

Bresnahan (1982) introduced the idea that rotations of the demand curve can be used to identify

monopolistic competition from perfect competition: price takers do not respond to rotations of

the demand curve and monopolists do. However, in addition to distinguishing perfect competition

from monopolistic competition, a given rotation also helps distinguish Cournot from Bertrand, or

any other supply model for which the mark-ups differ on the degree of the rotation. In addition

to slopes of demand, mark-ups also depend on firms’ residual demand, i.e. ϑm (p), and depend

so differently depending on the supply model. Rivals’ cost shifts affect rivals’ prices, therefore

shifting firms’ residual demand, identifying the supply model. Although own cost shifts also affect

demand slopes and residual demand, we do not rely on them for identification of the supply model

as the supply equation includes such cost shifts as an additional independent variable and relies on

variation in them to identify such.

Corts (1999) criticized the use of conduct parameters to infer the degree of competition. His main

argument builds on the notion that supply models other than those presumed may have generated

the observed outcomes and that the presumed models proxy, to some extent, for the true supply

model. Thus, the estimated conduct parameters differ from zero (because of this proxy) but are
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not informative of the true supply model. In essence, Corts describes an omitted variable bias in

which the mark-ups under the true supply model are not included in the estimation. We address

this critique in three ways. First, while we only posit three potential supply models, the framework

can be extended to many other supply models –e.g. MMC Cournot. It is straightforward to include

any supply model with mark-ups of the form −
(

O1 ◦ (O2 ◦D)−1
)
·ϑ for matrices of constants O1

and O2. This class of models includes, in addition to the Bertrand and Cournot models described

earlier, all models of tacit collusion in which firms simultaneously choose prices or quantities.

It does exclude dynamic models such as the one Corts uses to exemplify his argument. Second,

the conduct parameter approach does identify the conduct parameter if the true supply model is

included among the estimation. Hence, we use Wald tests to see if we can reject all of the presumed

conduct models, therefore at least providing evidence against the models proposed. Third, if the

true supply model is omitted from the estimation such that there is indeed an omitted variable

bias, we can provide evidence towards this by re-estimating an alternative supply equation that

includes additional controls, such as mark-up terms from other additional conduct models, e.g.

MMC Cournot. If the estimated conduct parameters of the expanded supply equation are similar to

those of the restricted supply equation we can have confidence that it is unlikely there is an omitted

variable bias in the restricted equation. Said differently, if the parameters of interest are unaffected

by the inclusion of controls that ought to proxy for the omitted variable, then it is unlikely that there

is indeed an omitted variable bias.

3.5 Estimation

3.5.1 Overview

We estimate the demand and supply models using 3-stage least squares GMM estimators. When

minimizing the score function we do not stack the two equations, as done traditionally, as the

instruments for the supply equation are constructed with estimated parameters from the demand

equation, and stacking the two equations would generate a highly non-linear optimization problem.
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Instead, we estimate the demand system first, and the supply system second. We do stack the two

systems, however, when calculating the variance of the estimated parameters so as to account for

how variation in the demand estimates affect the variance of the supply estimates. The details

are as follows. Let ϕD and ϕS be the parameters corresponding to the demand and supply model,

respectively, i.e. ϕD ≡ (α,β ,θ) and ϕS ≡ (γ,ηB,ηC,ηMB). Also, let zD
mc and zS

mc be two vectors of

instruments for the demand and supply equations, and define the moments gD
mc (ϕD)≡ zD

mc ·ξmc(ϕD)

and gS
mc (ϕS) = zS

mc · εmc(ϕS). To ease notation, we index a market-carrier pair simply with n and

note there are N such observations in the data; e.g. we use gn instead of gmc. Focusing on the

demand estimation (the supply estimation mimics the demand estimation), the sample average of

moments is G(ϕD)≡ 1
N ∑n gD

n (ϕD) and we estimate ϕD by minimizing GΩG′ for a weighting matrix

Ω. In a first stage we estimate parameters using the inverse of the variance of the instruments as

the weighting matrix. We then calculate residuals under these parameters and compute an optimal

weighting matrix as the inverse of the variance of the moments. The second stage re-estimates

model parameters under this optimal weighting matrix. In summary (omitting the ‘D’ superscripts):

(1) solve: ϕ̂ = argmin
ϕ

G(ϕ)ΩG(ϕ) where Ω =

(
1
N ∑

n
z′nzn

)−1

(2) solve: ˆ̂ϕ = argmin
ϕ

G(ϕ)Ω̂G(ϕ) where Ω̂ =

(
1
N ∑

n
ξn(ϕ̂)

2z′nzn

)−1

Having estimated the demand parameters, we compute mark-up terms and their instruments, e.g.

the mark-up term for Bertrand competition is ĥB
m(p)= hB

m

(
p| ˆ̂ϕD

)
and it’s instrument is ĥB

m (p̂(wm)).

These mark-up instruments are appended to the vector of supply instruments and the supply esti-

mation proceeds in similar fashion as the demand estimation.

For standard errors we stack the two sets of moments into a single vector, g̃n≡
(
gD

n (ϕD),gS
n(ϕS|ϕD)

)
and compute the variance of the gradient of these moments with respect to the joint set of parame-

ters: i.e. H ≡ 1
N ∑n r′nrn where rn ≡ ∇(ϕD,ϕS)g̃n. The asymptotic variance of the joint parameters is
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computed as

Avar(ϕD,ϕS) =
1
N

(
H ′Ω̃H

)−1 ; Ω̃≡

 Ω̂D 0

0 Ω̂S

 (19)

3.5.2 Model variables

Recall the interest in this micro-model of demand and supply is to uncover heterogeneity in the

airline industry in regards to the impact of a carbon tax on miles flown. From the demand perspec-

tive, this translates into how sensitive consumers are to airfares and if such sensitivity translates

into not flying or to substituting to carriers with better or worse fuel consumption (e.g. switching

from non-stop flights to connecting flights). To best capture heterogeneity along these lines, we

include interactions of airfares with route distance and with income, allowing for passengers on

longer-haul routes and passengers from higher income cities to be less price sensitive (cf. Inter-

VISTAS (2007)).23 We also include random coefficients for airfares and for a non-stop indicator

and parameterize the random coefficients as distributed jointly-normal with variance matrix Σ. The

variance term on the price parameter captures how likely consumers respond to a airfares increase

by not flying vis-á-vis shifting to cheaper carriers and the covariance term on the airfare–non-stop

parameters captures how consumers that fly non-stop substitute to other non-stop flights instead of

to connecting flights when airfares increase.

We also include an extensive set of controls that capture fluctuations in demand that can be concur-

rent with variation in airfares. In particular, we include an indicator for non-stop flights, travel time

relative to the fastest available option, and travel distance relative to the shortest available option.

All three capture consumers’ preference for speed, with travel time accounting for delays and travel

distance for increased triangulation when connecting at a hub. Load factors are included to control

for how likely it is to obtain a window or aisle seat, and carrier’s market share at endpoint airports

and at the hub airport (when flying with stops) as a measure of hub dominance. We also include,

23As mentioned previously, we instrument for price with the projected prices on a post-2008 indicator, a post-2014
indicator, and all exgeonous demand shifters. To instrument for the interactions of price with income and price with
route length, we interact the projected prices with these two variables and use these interactions as instruments.
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for non-stop flights, the number of departures a carrier has between the two endpoint cities, and for

connecting flights, the departures from one endpoint city to the hub, averaged across the two end-

point cities. This measure ought to capture how easy it is for a passenger to get on the next flight24

Airport amenities, e.g. lounges, are captured with the carrier’s share of nationwide enplanements at

endpoint cities and at the hub airport. Finally, to proxy for overall demand on the route we include

the endpoint cities’ income, GDP, and GDP in the leisure sector. We also include carrier, route,

and quarter of the year fixed effects to control for unobserved, persistent, differences in aggregate

consumption across carriers, routes, and seasons.

For the supply equation, the main cost shifters are the per-passenger expenses on fuel and on non-

fuel items, included separately. In addition, we control for persistent cost differences across routes,

carriers, and seasons with route fixed effects, carrier fixed effects, and quarter of the year fixed

effects. For a subset of specifications, we control for economies of scale and scope not accounted

for in the per-passenger expenses with load factors, aircraft size, share of nationwide enplanements

at endpoint cities, share of nationwide enplanements at the connecting airport, a non-stop dummy,

and route-by-carrier fixed effects. The sparser specifications have the advantage that the estimate

on the fuel cost variable captures the full effect of fuel cost fluctuations on prices, but have the

disadvantage that they do not accommodate for economies of scale or scope affected by shifts in

fuel costs.

3.5.3 Additional implementation details

For our counterfactuals it is critical that demand be downward sloping such that a pure strategy

equilibrium exists for all possible costs. Thus, we restrict the price coefficient to lie on the negative

domain by replacing the term (α +αmr) in eq. 3 with−exp [−α̃− α̃mr] and estimating α̃ instead of

α . This change implies the distribution of random coefficients on airfares is log-Normal as opposed

to Normal. In summarizing results, we focus more on showing estimated price elasticities and their

24A carrier’s departures on a route is not collinear with their market share because of the use of different sized
aircraft over time and because variation in the number of passengers flying internationally affect departures but not
market share.
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confidence intervals as opposed to the structural parameters themselves.

In addition, when estimating the supply model separately from demand, we censor mark-ups of

observations whose implied marginal cost under all conduct models is negative25 and we include

as an additional control a dummy variable identifying these censored observations. This reduces

bias from measurement error in mark-ups caused by estimated price coefficients close to zero.

Given our preferred demand specification described below, 13% of observations are censored.

3.5.4 Estimated values

Next we describe estimated values from the estimation. We estimate four different demand spec-

ifications and show estimated values in Table 5. The first specification assumes away random

coefficients, i.e. logit demand, which the second specification includes. The third and fourth spec-

ifications show demand estimates when jointly estimating the demand and the supply model while

assuming Bertrand pricing or Cournot competition, respectively. We believe it is difficult to di-

rectly interpret the structural parameters themselves, and therefore also present easily interpretable

elasticity values derived from the estimated parameters in Table 6. In particular, we calculate the

matrix of own- and cross-price elasticities for each market and report the average, across mar-

kets, of four key values: the own-price elasticity at the product level, the own-price elasticity

at the route level, the cross-price elasticity from nonstop carriers to connecting carriers, and the

cross-price elasticity from connecting carriers to non-stop carriers. The own-price elasticity at the

product level is computed as the sales-weighted average of each products’ own-price elasticity, i.e.

dϑcm/d pcm · pcm/ϑcm. The own-price elasticity at the route level measures the percentage change

in a route’s aggregate sales in respond to a one-percent increase in all carriers’ airfares, and is

calculated as the sales-weighted average of the sum of products’ elasticities with respect to each

products’ prices. The reported cross-price elasticities are similar, e.g. the cross-price elasticity from

nonstop carriers to connecting carriers captures the percentage change in all connecting carriers’

25Recall under each of the proposed conduct models marginal cost is equal to price minus mark-up. Thus, we censor
mark-ups al all conduct models at zero for observations in which maxX∈{B,C,MB,MC,M}

{
pmc− ĥX

mc(pm)
}
< 0.
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sales in response to a one percent increase of all non-stop carriers’ airfares, and is calculated as

the sales-weighted average, across connecting carriers, of the sum of their cross-price elasticities

with respect to each non-stop carrier’s price. For the two cross-price elasticities, when reporting

averages across markets, we exclude markets where either nonstop customers or connecting cus-

tomers represent less than ten percent of total sales. Also, to elicit the estimated heterogeneity

across markets, when reporting the route level elasticity we additionally report the average value

across the top half of routes, classified according to route length and to income. Lastly, all averages

are weighted by market potential to best represent national trends.

Table 6 shows the elasticity estimates. Focusing on the ‘RC model’ , the average own-price elas-

ticity at the product level is -1.78: consumers appear moderately sensitive to long-run prices. At

the route level, the own-price elasticity drops to -0.94. Not surprisingly, there are not many al-

ternatives to flying, so while consumers appear to focus on prices when choosing flights, they do

not often fly less in response to price hikes by all carriers. These findings are smaller than those

found in previous work, where Ciliberto and Williams (2014) estimate a product-level elasticity

of -4.3 and Berry and Jia (2010) and InterVISTAS (2007) estimate route-level elasticities of -1.7

and -1.5, respectively. The smaller elasticities estimated here are likely due to the nature of the

identifying variation: long-run cost fluctuations in this study, short-run fluctuations in the previous

studies. That is, consumers may delay their trips in response to high airfares, but eventually fly

nonetheless. As for heterogeneity, the route level elasticity is smaller on higher income routes and

on longer routes. Indeed, buses, trains, and driving are suitable substitutes to flying on short tripes,

e.g. Philadelphia to DC, but less so on long trips, e.g. NYC to Los Angeles.

In regards to the cross-price elasticities, the average cross-elasticity from nonstop to connecting

is 1.03, while that from connecting to nonstop is only 0.27. Thus, while consumers are likely

to switch from non-stop to connecting service in response to price increases, the reverse is not

true. This imbalance implies that a joint price increase by all firms will increase the relative share

of passengers flying connecting vis-á-vis nonstop, and as connecting service requires more flight

mileage than non-stop service, the imbalance decreases the effectiveness of a carbon tax on abating
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Table 5: Structural estimates pertaining to the demand equation - micro analysis

Logit RC Joint est. Joint est.
model model Bertrand Cournot

Linear price estimates
constant -0.21 -0.26 -1.15 -1.20

(0.04) (0.20) (0.05) (0.06)
× route length 0.47 0.41 0.20 0.27

(0.02) (0.02) (0.02) (0.01)
× route income 0.35 0.50 0.28 0.21

(0.03) (0.13) (0.01) (0.02)
Parameters governing random coefficients

price std. dev. 0.62 0.16 0.18
(0.16) (0.07) (0.07)

nonstop std. dev. 0.29 1.68 1.46
(0.81) (0.18) (0.23)

price×nonstop corr. 0.33 0.23 -0.41
(0.53) (0.03) (0.04)

Linear control variables
Nonstop dummy 0.78 0.84 0.70 0.72

(0.01) (0.02) (0.02) (0.03)
Incr. travel time -0.04 -0.05 0.03 0.04

(0.01) (0.01) (0.02) (0.02)
Incr. travel distance -0.10 -0.10 -0.12 -0.13

(0.01) (0.01) (0.01) (0.01)
Departures 0.20 0.20 0.26 0.26

(0.01) (0.01) (0.01) (0.01)
Market share at e.p. 0.46 0.47 0.48 0.49

(0.00) (0.01) (0.01) (0.01)
Destinations at e.p. 0.29 0.26 0.33 0.32

(0.01) (0.02) (0.01) (0.01)
Network share at e.p. 0.34 0.38 0.47 0.48

(0.01) (0.01) (0.01) (0.01)

Notes: Standard errors in parenthesis. ‘Logit model’ excludes random coefficients; ‘Joint estimation’ columns show
estimates from stacking demand and supply moments and estimating them jointly, imposing either Bertrand or Cournot
competition. See Table 7 for supply-side estimates from these specifications. Additional demand parameters not shown
are load factor, market share at hub airport, network share at hub airport, GDP, income, GDP in the leisure sector, and
route, carrier, and quarter fixed effects. Abbreviations: RC, random coefficients; e.p., end-points.
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Table 6: Elasticities derived from demand estimates - micro analysis

Logit RC Joint est. Joint est.
model model Bertrand Cournot

Own-price elasticity (product level)
Overall -2.05 -1.78 -3.78 -3.66

(0.07) (0.30) (0.18) (0.20)
Own-price elasticity (route level)

All routes -1.17 -0.94 -1.40 -1.36
(0.04) (0.13) (0.05) (0.06)

Longer routes -0.92 -0.82 -1.37 -1.30
(0.04) (0.11) (0.05) (0.05)

Higher income routes -0.90 -0.76 -1.25 -1.21
(0.05) (0.12) (0.04) (0.04)

Cross-price elasticities
Nonstop to connecting 1.06 1.03 2.37 2.59

(0.04) (0.19) (0.13) (0.13)
Connecting to nonstop 0.28 0.27 0.63 0.68

(0.01) (0.05) (0.04) (0.03)

Notes: Standard errors in parenthesis, computed via Delta method. See notes in Table 5 for additional information.

passenger-miles.

As for the non-price demand shifters, shown in Table 5, all have consistent signs: consumers

dislike connecting flights, and especially those that triangulate the most: given an average price

coefficient of -1.6 utils per hundred dollars, consumers are willing to pay a premium of $52 USD for

a non-stop flight, $62 USD for a connecting flight involving 10% less travel than other connecting

flights, and $35 for a non-stop flight whose average flight time is 12% faster than other non-stop

flights.26 They also prefer carriers who fly to more destinations from the departing airport, i.e.

an additional destination is valued at $16 USD, and carriers with large presence at the departing

airports. Interestingly, adding flights on the route is not highly valued: adding an additional daily

flight is valued at only $2.25 USD.

26We calculate premiums as the change in utility divided by the average price coefficient. The difference in average
flight times for non-stop flights is driven by the propensity and duration of in-flight delays; e.g. congestion and ill-
weather at O’Hare require flights to have longer approach paths and to stay in holding patterns longer than flights into
Midway, both Chicago airports. As Southwest flies into Midway and American Airlines into O’Hare, Southwest flights
between Dallas and Chicago having, on average, 12% less flight time than American Airlines’s flights.
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In contrasting the ‘Logit model’ with the ‘RC model’ it is interesting to note how the own-price

elasticities differ even as the cross-price elasticities are similar. It becomes obvious how the logit

model is able to capture either the own- or cross-price elasticities accurately but not both, while the

’RC model’ provides the flexibility needed to capture both substitution patterns.

Finally, in contrasting the ‘RC model’ with the two joint estimation models, two facts are worth

noting. First, the elasticity estimates of the ‘RC model’ are smaller than those of the joint esti-

mation models: the supply system adds additional identifying power, but this additional variation

identifies price elasticities from short-run fluctuations in costs and market power, therefore shifting

the elasticity estimates towards short-run values (e.g. closer to those found in Berry and Jia (2010)).

Second, the two joint estimation models generate almost identical demand estimates. This is the

result of the supply models being linear and almost exactly identified under joint-estimation, i.e.

the number of instruments interacted with the supply shocks are only one more than the number of

supply parameters, as fuel costs are instrumented with the two epoch indicators. Had the supply

model been exactly identified, the demand estimates across the two supply models would have been

identical: there is no left over variation in the supply model to identify the demand estimates.

Estimates for the supply equation are reported in Table 7. The table shows estimates from seven dif-

ferent models. The first three models differ in the number of conduct models and control variables

included: ‘Base model’ includes solely the three conduct models of interest, ‘Extension I’ adds

two additional conduct models, and ‘Extension II’ additionally adds the aforementioned controls

for economies of scale. The last four columns show estimates when the supply model is assumed

as either Bertrand (columns 4 and 6) or Cournot (columns 5 and 7), and when supply is estimated

separately from demand or jointly with. Thus, columns 6 and 7 continue with the estimates re-

ported in Table 5. All seven supply models include as marginal cost shifters the per-passenger fuel

costs, the per-passenger non-fuel costs, and route, carrier, and quarter of the year fixed effects.

Three results are of keen interest from the supply estimates. First, estimates of conduct parameters

suggest the Cournot model may be a more accurate representation of this industry than the Bertrand

model: the estimate on the Cournot mark-up term is near 1 and contains 1 within its 95th percentile
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Table 7: Estimates pertaining to the supply equation - micro analysis

Base Exten- Exten- Assuming Assuming Joint est. Joint est.
model sion I sion II Bertrand Cournot Bertrand Cournot

Conduct parameters
Bertrand -0.89 -0.80 -0.73

1 1
(0.09) (0.09) (0.21)

Cournot 1.06 0.99 0.60
1 1

(0.08) (0.08) (0.19)
MMC Bertrand -0.12 -0.21 0.13

(0.01) (0.04) (0.05)
MMC Cournot 0.24 -0.01

(0.04) (0.06)
Monopoly -0.16 -0.03

(0.02) (0.02)

Structural cost estimates
Fuel 0.36 0.33 0.26 0.75 0.87 0.43 0.64

(0.01) (0.01) (0.02) (0.01) (0.01) (0.02) (0.04)
Non-fuel 0.02 0.03 0.03 0.04 0.08 0.01 0.00

(0.01) (0.00) (0.00) (0.00) (0.00) (0.01) (0.01)

Average implied pass-through
Fuel 0.32 0.30 0.21 0.70 0.85 0.35 0.42
Non-fuel 0.02 0.02 0.02 0.03 0.08 0.01 0.00

Notes: Standard errors in parenthesis. The first five models use estimates from demand ‘RC model’ shown in Table 5.
‘Extension II’ includes, in addition to the variables shown in the table, a non-stop dummy, load factors, average aircraft
size, and carrier’s share of enplanements at endpoint airports and at the connecting hub (if any) and route-by-carrier
fixed effects. All models include route, carrier, and quarter of the year fixed effects. See Table 5 for additional notes.
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confidence interval in the ‘Base’ and ‘Extension I’ specifications. The conduct parameter drops to

0.61 under the ‘Extension II’ specification, but continues to contain 1 within it’s 90th percentile

confidence interval. In contrast, the estimate for the Bertrand mark-up terms is negative across all

three specifications. As collinearity can be a concern in this particular setting,27 the appendix shows

the estimates from additional specifications where we estimate each conduct parameter separately,

one conduct model at a time. All results show the estimates of the Cournot conduct parameter

closer to ‘1’ and those of other conduct parameters. We interpret these findings as suggestive that

the Cournot model best represents price formation in this industry: i.e. firms allocate flights to

routes nine to twelve months in advance and adjust airfares to fill the airplanes. Thus, for the

tax simulations that follow we will use estimates from the supply specification that assumes firms

compete in quantities –i.e. column V of Table 7.

The second result of interest is the estimates on the cost variables, which are smaller than one: 0.87

for fuel expenses and 0.08 for non-fuel expenses (cf. column V in Table 7). There are two factors

by which a cost increase would not be fully passed on to consumers, the first is that such cost

increase is on fixed costs and not variable costs; the second is that firms choose to partially absorb

the variable cost shock instead of passing it on to consumers. A structural estimate of 0.87 on the

fuel cost variable is indicative of the former: 13% of fuel costs are treated as fixed costs. However,

the price increase resulting from a fuel cost increase is even lower, as firms partially absorb the cost

shock when exerting market power. To capture this effect, we also compute, and report, the change

in a carrier’s average airfare in response to a one dollar increase in their fuel cost: the own-cost to

own-price pass-through.28 The net effect is that a dollar increase in fuel costs results in only a 80

27Mark-ups terms are highly correlated in our setting: all five conduct models generate the same mark-ups when
markets are either monopolized or extremely competitive. It is only under monopolistic competition that the mark-ups
differ. As mentioned previously, only 50 percent of the markets have an HHI between 2.5k and 5k, the range on which
we would expect mark-ups to differ across conduct models. Thus, while there is variation to identify conduct models,
specifications that saturate the supply equation with many different conduct models can run afoul of collinearity issues
in this setting.

28Cost pass-through is calculated via the implicit function theorem: for cost estimate θ , cost variable xm, price
vector pm, and mark-up terms hk

m(pm), k ∈ {B,C,J}, the supply equation is of the form: pm−∑k ηkhk
m(pm) = θxm +

εm. Applying the implicit function theorem on this equation, ∂ pmc
∂xmc

is given at the cc-th element of the matrix θ ·(
I−∑k ηk∇phk

m(p)
)−1. The reported estimates in Table 7 are the sales-weighted average of this value, aggregated

across carriers, routes, and quarters.
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cent increase in airfares.

Why is estimated pass-through lower than one? We suggest two explanations. The first is that firms

indeed consider part of the cost fluctuations as fixed cost fluctuations: e.g. firms may hold on to

gates and landing slots during high-cost periods to guarantee themselves access during low-cost

periods, resulting in fuel costs associated with retaining those flights considered as fixed. A second

explanation is that our cost measures have significant measurement error and, because of this, the

estimates are biased towards zero. We consider this explanation less likely as our cost measures

are based on very granular information, including data on the equipment, flight time, distance, and

passenger count between every airport pair and we therefore expect this measurement error to be

small. Whichever the reason, the simulations that follow we use the fuel cost estimate at face value.

As for the third result of interest, in contrasting the estimates from the two joint-estimation spec-

ifications, pass-throughs are similar across the two specifications: fuel cost pass-through is 0.35

under a Bertrand supply model and 0.42 under a Cournot supply model. However, the structural

estimates are very different: 0.43 for Bertrand and 0.64 for Cournot. This illustrates how both sup-

ply models capture the average effect of cost shifts on airfares but calibrate them to very different

structural parameters. Indeed, Miller et al. (2017) show that reduced form regressions of prices

on costs can recover pass-throughs under general conditions. These pass-throughs are, however,

local effects. Assessing the impact of a non-local cost shift on prices, as is the imposition of a

carbon tax, requires a correctly identified structural model, i.e. identifying firm conduct in addition

to pass-through.

4. Effects of a carbon tax

4.1 A uniform tax

Given the demand and supply models, what is the effect of a carbon tax on consumption? On

welfare? Could we implement this tax differently across airports, achieving the same reduction

while minimize the impact on welfare?
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In brief, a carbon tax increases fuel costs, which increases firms’ variable costs, which alters equi-

librium airfares, and through them, consumption. The effect of airfares on consumption operates

through two mechanisms: shifting consumers towards not flying or shifting them towards alterna-

tive carriers. When consumers shift towards alternative carriers they may end up flying more miles,

e.g. substituting from a nonstop flight to a connecting flight. Thus, consumption, measured in

passenger-miles, will decrease in response to the tax only if the substitution towards less-mileage

flights and towards not-flying is larger than the substitution towards higher-mileage flights. As for

welfare, the carbon tax affects welfare through consumer’s response to higher airfares, incentivizing

consumers to switch to less favorable flights or to not travel at all, and through the social gains of

the abated emissions. We do not model increased emissions from consumers substituting towards

other modes of transportation, and therefore our abatement estimates represent an upper-bound on

the true abatement values.

To formalize the above paragraph, note that burning a gallon of jet fuel generates 9.57kg of CO2.

If carrier c incurs a per-passenger fuel expense of xfuel cost
mc in market m and the price of a gallon of

jet fuel in said market is wm,29 then a carbon tax of τ dollars per metric ton of CO2 increases that

carrier’s fuel expenditure by τ · 9.57× 10−3 · xfuel cost
mc /wm. The effect on marginal cost is simply

this increased fuel cost times the estimated fuel parameter from eq. 18, γ̂fuel, such that the new

per-passenger marginal cost of carrier c in market m is

ν̂mc(τ) = τ · γ̂fuel ·9.57×10−3 · xfuel cost
mc /wm + xS

mc · γ̂ + ε̂mc (20)

We compute new equilibrium prices and sales assuming firms compete a la Cournot and using

the estimates from column II in Table 5 and column V in Table 7. In particular, let ĥC
m(·) be the

mark-up term under Cournot competition, i.e. ĥC
m(p) ≡

(
Om ◦ D̂m(p)−1) · ϑ̂m(p) with ϑ̂m(p) ≡

ϑm

(
p|α̂, β̂ , θ̂ , ξ̂m

)
and D̂m(p) ≡ ∇pϑ̂m(p), and let equilibrium prices be the fixed point to (in

29Fuel prices are market dependent as market indices reference time, in addition to geography, and fuel prices vary
over time.



41

vector notation):30

ν̂m = p+ ĥC
m(p) (21)

Having computed equilibrium prices we obtain sales, passenger-miles, emissions, consumer sur-

plus, producer surplus, and tax receipts.31 We also compute welfare net of abatement, i.e. the sum

of consumer surplus, producer surplus, and tax receipts. This welfare measurement does not in-

clude the social benefits from decreased emissions as such benefits are hard to express in monetary

value. Instead, we divide our welfare measure by the number of abated tons of CO2 to contrast es-

timated welfare effects with various estimates of the social cost of carbon provided in the literature.

Lastly, producers consider fuel costs as partially fixed, i.e. γ̂fuel < 1. Hence, to correctly account

for the full cost of the tax on producers’ we include in firms’ profits the fixed-cost portion of the

tax. In addition, we consider the possibility that firms fully internalize the tax as a variable cost

even though they do not fully internalize fuel costs. Specifically, we recompute market outcomes

(e.g. equilibrium prices, sales, etc.) under an alternative scenario that replaces γ̂fuel in eq. 20 with a

‘1’. In the tables below we label this scenario ‘Fully Internalize’ to distinguish it from the original,

labelled ’Partially Internalize’.

Elasticity of fuel cost on consumption Before addressing the effects of a carbon tax, we briefly

summarize the elasticity of fuel cost on consumption derived from the micro-analyses of demand

and supply. We calculate these elasticities by modeling the percentage change in each market’s

passenger-miles in response to a small carbon tax and divide it by the percentage change in fuel

prices generated by such tax. We then average across markets, weighting by market size, to ob-

tain a national-level elasticity. Using the ‘Partially Internalize’ scenario, we estimate an average

30The restrictions imposed at estimation on the price coefficient, i.e. that it be negative, guarantee a fixed point to
this equation exist whenever marginal costs are positive. To guarantee marginal costs are positive, we remove any
market where, absent a tax, estimated marginal costs where negative for some firm. This results in 4% of all markets
being removed (13% of all 2018 markets).

31The exact formulation for each of these values is provided in the appendix.
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elasticity of -0.22 for the whole sample period and of -0.13 for 2018 alone. Three industry shifts

can explain the smaller sensitivity of recent years: first, technological innovation has decreased

fuel expenditures per passenger, reducing fuel costs’ importance in per-passenger costs; second,

increased flight options have allowed consumers to more easily respond to price hikes by substitut-

ing towards connecting flights instead of not flying at all; third, increased market concentration has

led to increased market power and smaller pass-through.

Contrasting these elasticity estimates with those from the macro-approach (cf. section 2), which

range from -0.06 to -0.1, we find the estimates from the micro-approach are twice as large. This

difference likely arises from the lack of network restructuring assumed under the micro-approach.

In particular, increased fuel costs incentivize carriers to reduce non-stop flights and serve those cus-

tomers with existing flights to and from hubs, increasing the utilization of aircraft on the connecting

flights. This results in passenger-miles decreasing less than if the network structure were kept as

is. As a model of network structure is outside the scope of this project, the effects discussed below

ought to be interpreted with the understanding that they do not account for network changes.

Effects of the tax Table 8 shows the percentage change in emissions, welfare, consumer surplus,

and producer surplus arising from a $40/mT of CO2 tax and from a $100/mT of CO2 tax, respec-

tively, under the two aforementioned scenarios: ‘Partially Internalize’ and ‘Fully Internalize’. The

table also reports the expected tax receipts accrued from the tax, in millions of USD, and the wel-

fare loss per ton of abated CO2, in dollars per metric ton. In addition, to provide a context for

interpreting the effects of the tax in monetary value, the table also displays the dollar equivalent

welfare, consumer surplus, and producer surplus that the model implies absent any carbon tax.

A $40/mT tax would have reduced 2018 emissions by 2.7% if firms were to partially internalize

the tax and by 3.1% if they were to fully internalize it. In absolute values, the tax would have saved

approximately 2.9 million tons of CO2 a year.32 These are small values. For comparison, note
32The sample used for the analysis, i.e. the largest 500 routes minus exclusions, account for 250 million RPM

in 2018. The US’ total passenger-miles for 2018 was 700 million. Thus, the sample accounts for 36% of the total
domestic market. Since the analysis suggests the tax abates 1 million mT of CO2 per year, extrapolating this value to
the entire US domestic market suggests a nationwide abatement of 2.9 million mT.
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Table 8: Effects of a carbon tax - micro analysis

Value Change resulting from a tax of:
absent ‘Partially internalize’ ‘Fully internalize’
a tax $40/mT $100/mT $40/mT $100/mT

Emissions (mT/yr; millions) 38.5 -2.70% -6.56% -3.11% -7.51%
Welfare ($/yr; billions) 160.8 -0.61% -1.55% -0.70% -1.80%
Cons. surplus ($/yr; billions) 98.8 -1.47% -3.64% -1.70% -4.18%
Prod. surplus ($/yr; billions) 62.0 -1.64% -4.02% -1.52% -3.73%
Tax receipts ($/yr; billions) - 1.50 3.59 1.49 3.56
Welfare loss per abated ton ($/mT) 937 987 942 999

estimates from the macro-analysis, i.e. those in Table 2, suggest fuel consumption, and therefore

emissions, decrease by 2.6% each year after controlling for demand growth. Thus, a $40/mT tax

achieves approximately the same reduction as a year’s worth of efficiency improvements.

In addition, the tax is hurtful to consumers and producers, decreasing their welfare by between

1.5% and 1.7%. Aggregate welfare, accounting for producers, consumers, and tax receipts, declines

approximately 0.6%. Since the tax has only a small impact on emissions, these welfare losses are

large in comparison to the benefits from reduced emissions. Specifically, the welfare loss per abated

ton is estimated at $937/mT under the ‘Partially Internalize’ scenario. The EPA currently estimates

the social cost of carbon at approximately $40/mT. Thus, a welfare loss of $937/mT suggest the tax

hurts more than it helps.

Larger taxes generate proportionally larger effects in terms of abatement and welfare effects. The

welfare loss per ton, however, stays approximately constant between $940/mT and $1,000/mT, even

as taxes increase and as firms internalize the tax more. As mentioned earlier, much of this welfare

loss is generated by consumers switching from non-stop flights to less favorable connecting flights.

These substitutions result in more emissions, not less, and hurt consumer and producer welfare.
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4.2 A city-by-city tax

Consumers do not substitute from non-stop flights to connecting flights equally across routes, and

therefore welfare losses per abated ton also differ across routes. Thus, a uniform tax will have worse

welfare outcomes than a tax that targets routes who exhibit low welfare loss per abated ton. Similar

to how gasoline taxes differ across states, a jet fuel tax that differed across cities would achieve

abatement objectives at a lower welfare cost than a uniform tax. To investigate such proposal, we

introduce city-specific taxes {ta}a∈A, where a indexes a specific city and A is the set of all cities. All

airports within the same city are taxed equally to avoid incentivizing carriers to switch destination

airports within cities e.g. American flying into Midway instead of O’Hare when flying to Chicago.

As part of this heterogeneous implementation, we also want to discourage arbitrage across markets.

That is, we would like to discourage an airliner ‘filling-up’ at a given airport and using that fuel

across multiple routes. We discourage such behavior by limiting tax differences across cities such

that it is more costly for the airliner to fly the fuel across markets than to pay the higher fuel tax. For

example, the fuel taxes at O’Hare and at Dallas Fort Worth will not be so different that American

benefits from fueling at O’Hare, flying to Dallas, and then flying back to O’Hare without refueling

at Dallas. To impose these restrictions, we calculate the average fuel needed to fly an additional

ton of cargo an additional mile: 0.15 gallons.33 As fuel itself weighs 6.8 lbs/gal, airliners need

to purchase 0.52 additional gallons of fuel to simply transport a gallon of fuel over a thousand

miles. Continuing with the example, there are 800 miles between ORD and DFW, and therefore

American would need to purchase 2.4 times the amount of fuel needed for a one-way trip to make

the round-trip without refueling. If the tax difference across the two cities is not too large, American

would not benefit from fueling at the cheaper of the two airports and buying 20% more gallons than

needed.

To establish this no-arbitrage condition formally, let κaa′ be the distance between cities a and a′, in

thousands of miles, let w be the prevailing price of jet fuel (per gallon), and let υcaa′ be the gallons

33We estimate this value by regressing total fuel burn against payload, controlling for aircraft class and weighting by
available seat-miles. All variables are reported in Schedule P.5.2, varying quarterly across carriers and aircraft classes.
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carrier c requires for a one-way trip from one city to the other. Thus, the expense for a round-trip

when refueling at each endpoint should be smaller than fueling solely at one endpoint:

υcaa′ ·
(
w+9.57×10−3 · τa

)
+υcaa′ ·

(
w+9.57×10−3 · τa′

)
≤ (2+0.52 ·κaa′)·υcaa′ ·

(
w+9.57×10−3 · τa

)
(22)

or, equivalently,

τa′− τa (1+0.52 ·κaa′)≤
0.52

9.57×10−3 ·w ·κaa′ ∀(a,a′) ∈ A×A (23)

Let Wm(τ) and Em(τ) be the welfare and emissions in market m given a flat carbon tax of τ –the

exact formulations are given in the appendix. To accommodate city-by-city taxes, let a1(m) and

a2(m) index the two endpoint cities to market m and assume the effective tax on this route is the

average of the two endpoints: 1
2τa1(m)+

1
2τa2(m).34 The planner’s problem is finding city-specific

taxes that maximize welfare subject to the non-arbitrage constraints and subject to generating less

emissions than under a $40/mT flat tax:

(P1) : max
{τa}a∈A

M

∑
m=1

Wm

(
1
2

τa1(m)+
1
2

τa2(m)

)
s.t.

M

∑
m=1

Em

(
1
2

τa1(m)+
1
2

τa2(m)

)
≤

M

∑
m=1

Em($40)

τa′− τa (1+0.52κaa′)≤
0.52

0.0057
κaa′ ∀(a,a′) ∈ A×A

τa ≥ 0 ∀a ∈ A

(P1) is a complex, possibly non-convex, optimization problem that requires solving for equilibrium

prices at every evaluation of the objective function. We simplify the problem by substituting the

objective function and the emissions’ constraint with quadratic approximations and solve the sim-

34Recall routes are modeled as unidirectional. Assuming passenger volume is equally distributed in both directions,
non-stop flights’ average tax (i.e. total tax paid over total fuel consumed) is indeed equal to the average of the two
endpoint taxes. Connecting flights’ average tax is more complex, as it depends on taxes paid at the connecting hub and
the fuel consumed on each flight segment. For simplicity, the analysis ignores these complexities.
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plified problem. In particular, we first compute each markets’ welfare and emissions at tax values

of $20, $40, and $60. We then use these values to fit quadratic approximation models, one for each

market:

wm(τ) = bw0
m +bw1

m · τ +
1
2

bw2
m · τ2 ; em(τ) = be0

m +be1
m · τ +

1
2

be2
m · τ2 (24)

where wm(·) approximates Wm(·) and em(·) approximates Em(·). These quadratic approximations

retain possible non-linearities in the relationship between carbon taxes and market outcomes while

reducing computation time and possibly convexifying the optimization problem. As one of the

interpolation points is $40, the approximation values wm(τ) and em(τ) capture the exact market

outcomes as under the uniform tax and should be very good approximations to Wm(τ) and Em(τ)

in the vicinity of $40.

Having calibrated the coefficients in eq. 24, we substitute these expressions into program (P1) and

express the problem in vector notation. Specifically, let ~τ be the column vector of all cities’ taxes,

let L be an M-by-A matrix of halves and zeros relating cities to markets, i.e. the ma-th element

is 1/2 if city a is an endpoint city of market m and zero otherwise, let w0 and e0 be the constants

formed from summing all
{

bw0
m
}

m∈M and
{

be0
m
}

m∈M values, respectively, let bw and be be the M-by-

1 vectors stacking all
{

bw1
m
}

m∈M and
{

be1
m
}

m∈M values, and let Bw and Be be the diagonal M-by-M

matrices with diagonal elements
{

bw2
m
}

m∈M and
{

be2
m
}

m∈M. In addition, vectorize the non-arbitrage

constraints by constructing the matrix and vector, U and u, such that the non-arbitrage constraints

can be expressed as U~τ ≤ u.

Program (P1) can now be replaced with the following:

(P2) : max
~τ≥0

w0 +b′w (L~τ)+
1
2
(L~τ)′Bw (L~τ)

s.t. e0 +b′e (L~τ)+
1
2
(L~τ)′Be (L~τ)≤

M

∑
m=1

Em($40)

U~τ ≤ u
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Table 9: Differences in market outcomes between a city-by-city tax and a uniform tax - micro
analysis

Change with respect to no tax
City-by-city Uniform Difference

Emissions (mT/yr; millions) -1.04 -1.04 0
Welfare ($/yr; millions) -818 -976 157
Cons. surplus ($/yr; billions) -1.24 -1.45 0.21
Prod. surplus ($/yr; billions) -0.91 -1.02 0.11
Tax receipts ($/yr; billions) 1.33 1.50 -0.16
Welfare loss per abated ton ($/mT) 786 937 -151

(P2) is much easier solved by optimization toolboxes than (P1), with gradients and hessians being

straightforward to compute.35 Figure 4 displays the resulting distribution of taxes across cities and

Table 8 the differences in market outcomes between the flat tax and the city-by-city tax. For this

figure and table we assume firms partially internalize taxes when determining prices.

The most highly taxed cities are Florida cities, i.e. Tampa, Orlando, Fort Myers, Jacksonville, and

West Palm Beach, taxed at $120, $119, $106, and $98 per mT of CO2. The least taxed cities are

West Coast markets and cities in the northeast, whom are not taxed at all. Figure 4 shows how

taxes are indeed consistent with the welfare loss per ton values, with most hub cities displaying

large welfare losses per abated ton (e.g. San Francisco, LA, Chicago, Houston, NYC, ...) and

many tourist destinations displaying low losses per ton. Intuitively, taxing hub cities results in

passengers substituting from non-stop flights to connecting flights when traveling to those cities,

resulting in more emissions being generated, not less. In contrast, most routes to spoke cities are

served predominantly with connecting service and with small aircraft. Decreasing travel to these

cities results in larger emission reductions than similar decreases between hub cities as the smaller

aircraft on spoke routes pollute more per person than the large aircraft used between hub cities, and

substitution from non-stop to connecting service is minimal on these spoke-to-spoke markets as

non-stop service is not predominantly available. Interestingly, some hub cities such as Dallas and

35We confirmed the approximation values wm(τ) and em(τ) are within 0.01% of the actual Wm(τ) and Em(τ) values
at the optimal city taxes given by (P2).
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Figure 4: Optimal city-by-city carbon taxes achieving equal emissions reductions as a flat $40/mT
tax

Chicago are taxed highly due to their proximity to many spoke cities, as the non-arbitrage clause

limits the ability to tax highly nearby spoke cities without also taxing these hub cities.

As to the effectiveness of a city-by-city tax, estimates shown in Table 9 suggest the tax indeed

decreases the welfare effects from the taxation relative to a flat tax while reducing emissions by

the same amount: the welfare loss per ton under a city-by-city tax is only $786/mT compared to

$937/mT under a uniform tax, a 15% improvement. The improvements are equally spread across

consumers and producers, both loosing approximately 15% less welfare under the city-by-city tax.

Although better than a uniform tax, the negative welfare effects from the city-by-city tax are still

substantial.

Two final caveats. First, the above analyses focuses on the largest 500 domestic routes and ignores

the international market. International flights would also be affected by the carbon tax and it is

possible that, if we were to include international travel in the analysis, the distribution of optimal

taxes shifts away from spoke cities. Secondly, our analyses assume firms’ product offering remains

unchanged, i.e. that American will continue to serve the Cleveland-Denver route with regional

jets between Cleveland and O’Hare and narrow-body jets between O’Hare and Denver. It is likely
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that the tax induce network restructuring, where, for example, the O’Hare-Denver flights are re-

placed with regional jets. In such cases a carbon tax will not be as effective at reducing emissions

as suggested by these analyses, as lighter demand results in non-stop flights being replaced with

connecting flights and with large aircraft replaced with smaller, lesser efficient, aircraft.

5. Discussion

Both the macroeconomic and microeconomic analyses concur that proposed carbon taxes would not

be highly effective at curtailing emissions in the domestic airline industry, neither by way of incen-

tivizing technology adoption nor abating consumption. The micro-analysis, in particular, quantifies

the impact on welfare that the such a tax would have on the largest 500 domestic routes, suggesting

that a $40/mT tax would decrease aggregate welfare, consumer welfare, and producer welfare by

$1 billion, $1.5 billion, and $1 billion, respectively, each year. Even a smarter implementation

of the tax, one that taxes cities differently while achieving the same reductions in emissions, still

generates large welfare losses. The core issue is that the industry is minimally responsive to fluctu-

ations in fuel prices, such that forcing emissions reductions through carbon taxes, or airfare taxes,

seems like a daunting task. A policy that would allow the industry to invest in emission curbing

outside of their own sector will be much more effective at reducing overall pollution than policies

that force the industry to curb emissions within. For example, a cap-and-trade system, like the

European Union’s Emission Trading System, would allow industry players to buy carbon credits

from other industries, therefore investing in these other industries’ carbon reduction projects. Other

trading systems could also be effective, such as an emissions tax that credits firms for any offsetting

carbon-capture investments, even if these are outside their sector, e.g. renewable energy projects.

An example of such scheme is the International Civil Aviation Organization’s CORSIA resolution,

which begins implementation in 2020 for most international travel (cf. International Civil Aviation

Organization (2016)). Even policies that don’t allow trading but that redirect carbon reduction in-

vestments outside the industry can be effective, such as implementing a flat emission tax where the

accrued revenue is used in government sponsored carbon-capture investments and the size of the
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tax is calibrated to match the government’s cost of recapture.

Importantly, one key conclusion from this analysis is that there are some industries, such as the

domestic airline industry, that do not have good levers to reduce carbon emissions, neither techno-

logical nor market-based. Addressing emissions in these industries in the same way as we address

them in industries that do have such levers can result in significant consumer and producer harm.

6. Conclusion

This paper studies the effect of a carbon tax on the US domestic commercial airline sector. Using

historical long-run fluctuations in jet fuel prices, we find no evidence that carriers have accelerated

the rate of technological improvements in response to higher fuel prices in the last 16 years. We

do find carriers fill their aircraft more and reduce the number of flights in response to higher fuel

prices, where we estimate an elasticity of -0.06 of long-run fuel prices on available seats. Using

a route level model of demand and supply, we find three drivers of such low responsiveness to

fuel prices: consumers are insensitive to airfares, firms only partially pass-on fuel cost increases

onto airfares, and consumers substitute to connecting flights more than to non-stop flights when all

airfares increase. In particular, we estimate a route-level price elasticity of -1.0, a cost-passthrough

of fuel prices on airfares of 85¢ per fuel dollar, and cross-price elasticities from connecting to

non-stop and vice-verse of 1.03 and 0.27, respectively.

These estimates suggest that a carbon tax of $40/mT of CO2will reduce industry emissions by one

to two percent. The effect is small, equal to one year of technological improvement. Welfare effects,

however, are not as small. Using the route-level analysis, we study the effect that such a tax would

have on consumers, producers, and aggregate welfare net of social gains from reduced emissions.

We find that a $40/mT tax would generate a welfare loss per abated ton of $937/mT, a number ten

times greater than the EPA’s suggested social cost of carbon. Exploiting the heterogeneity across

routes, we propose a city-by-city tax as a way of reducing the welfare distortions while retaining

the abatement value of a $40/mT tax. We find that such proposal would result in high taxes for



51

spoke cities, at around $100/mT, negligible taxes for hub cities, and an improvement on welfare

loss of 15%: a $786/mT loss per abated ton.

Overall, we do not find carbon taxes are good instruments to reduce emissions in the airline indus-

try. A regulatory system that allows industry actors to invest in emission reductions outside of their

sector, such as a cap-n-trade system, is likely to be more effective at reducing emissions. We do

caveat that our analysis does not account for the effect of a tax on substitution towards non-aviation

modes of transport nor for the effect on international travel. Extending the analysis to consider

these two issues are the natural next steps in the study of the effects of a carbon tax on the US

airline industry.
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A. Estimates from additional supply model specifications

Table B.1 displays estimates for additional supply model specifications.

Table B.1: Additional specifications of the supply equation

I II III IV
Conduct parameters

Bertrand 0.09 -0.59
(0.10) (0.11)

Cournot 0.15 0.61
(0.11) (0.11)

MMC Cournot 0.09
(0.05)

Structural cost estimates
Fuel 0.22 0.26 0.28 0.26

(0.04) (0.05) (0.05) (0.02)
Non-fuel 0.03 0.03 0.03 0.03

(0.02) (0.02) (0.02) (0.01)

Notes: Standard errors in parenthesis. Mark-up terms and relevant instruments built using estimates from demand ‘RC
model’ shown in Table 5. Additional variables included in all specifications and not shown in the table: a non-stop
dummy, load factors, average aircraft size, carrier’s share of enplanements at the endpoint airports and at the connecting
airport, and route-by-carrier and quarter of the year fixed effects.

B. Market outcomes in response to a carbon tax

Recall from eq. 20 that ν̂mc(τ) represents carrier c’s per-passenger marginal cost on route m as a

function of carbon tax τ . As previously stated, equilibrium prices are determined as the fixed point

to the equation (in vector form):

ν̂m = p+ ĥC
m(p) (25)

where ĥC
m(p) is the vector of carriers’ mark-ups under Cournot competition given price vector p;

i.e. ĥC
m(p)≡

(
Om ◦

(
∇pϑ̂m(p)

)−1
)
· ϑ̂m(p) where ϑ̂m(p)≡ ϑm

(
p|α̂, β̂ , θ̂ , ξ̂m

)
.

Denote the fixed point of eq. 25 with the vector ρm(τ), and the c-th element of this vector with

ρmc(τ). To simplify notation, let gmc capture the gallons of fuel per person consumed by carrier
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c in market m: gmc ≡ xfuel cost
mc /wm. Equilibrium sales in market m and aggregate emissions, pro-

ducer surplus, consumer surplus, accrued tax revenue, and welfare (net of social gains from abated

emissions) are:

qmc(τ) =ϒm · ϑ̂mc(ρm(τ)) (26)

Em(τ) = ∑
c∈Cm

9.57×10−3 ·gmc ·qmc (τ) (27)

PSm(τ) = ∑
c∈Cm

{
qmc(τ) · (ρmc(τ)− ν̂mc(τ))− τ ·qmc(τ) ·gmc · (1− γ̂fuel) ·9.57×10−3} (28)

CSm(τ) =ϒm ·
∫ 1

exp(α̂ +αr)
ln

[
1+ ∑

c∈Cm

exp
[
xD1

mcβ̂ −ρmc(τ)exp(α̂ +α
r)+ ξ̂mc + xD2

mcβr

]]
dΦ(αr,βr|θ̂)

(29)

Rm(τ) =τ ·Em (τ) (30)

Wm(τ) =PSm(τ)+CSm(τ)+Rm(τ) (31)

Two brief comments on the previous equations. First, producer surplus includes the ‘fixed-cost’

portion of the tax, which although varies with sales does not affect pricing decisions. Second,

the consumer surplus calculation makes explicit the transformation of the price coefficient that

guarantees it is negative and by which the distribution of random coefficients ought to be interpreted

as log-Normal.
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